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Abstract—Transferable adversarial attacks pose a significant
security threat to deep neural networks (DNNs) by using a known
source model to craft adversarial examples that can deceive un-
known target models. However, most existing transferable attack
methods are designed for natural images and face significant
challenges when applied to high-dimensional data. Hyperspectral
images (HSIs), characterized by high dimensionality and strong
spectral redundancy, pose particular difficulties for transferable
attacks. On the one hand, different HSI classification models rely
on different discriminative spectral bands; thus, perturbations
optimized for a source model often fail to activate the decision
boundaries of a target model. On the other hand, conventional
attacks generate high-frequency, pixel-level noise that lacks the
spatial semantic consistency, making them susceptible to simple
preprocessing defenses. To address these challenges, we propose
a novel Spatial-Spectral Joint Smoothing (SSJS) attack. SSJS
enhances transferability by promoting local smoothing of adver-
sarial perturbations, which reduces the sensitivity of attacks to
diverse discriminative spectral patterns. Specifically, we introduce
spatial Gaussian smoothing to ensure structural consistency
and multi-scale weighted spectral smoothing to capture cross-
band dependencies and resist wavelength shifts. Furthermore, a
random masking strategy with gradient aggregation is employed
to suppress source-specific noise and extract generalized vulner-
abilities. Extensive experiments demonstrate that the adversarial
examples generated by the proposed method achieve effective
transferability. The average transferability attack success rate of
the proposed method has increased by 5.46%, 6.55%, and 2.48%
on three HSI datasets compared to baselines. By exposing these
advanced vulnerabilities, our work provides crucial insights for
developing more resilient and trustworthy deep learning models
for high-dimensional data applications. The code is available
at https://github.com/April-cq/HyperspectralAdversarialAttack
SSJS.

Index Terms—Adversarial attacks, Adversarial transferability,
Hyperspectral image classification.

I. INTRODUCTION

HYPERSPECTRAL images (HSIs) provide a wealth of
spatial-spectral information [1], enabling precise ma-

terial identification in fields such as meteorology [2], envi-
ronmental monitoring [3], agriculture [4], and military [5].
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HSI classification has evolved from classical machine learning
algorithms, such as support vector machines (SVMs) and
random forests (RFs), to advanced deep neural networks
(DNNs) that have significantly pushed the boundaries of the
field [6], [7]. However, previous research also indicates several
potential security problems existing in DNN models [8]–[10].

Szegedy et al. [11] first discovered that adding tiny and
imperceptible perturbations to a clean sample can mislead
DNNs. Since then, many adversarial attack methods have been
proposed to expose network flaws and improve robustness.
Depending on how much model information the attacker can
access, these methods are divided into two categories: white-
box attacks and black-box attacks. With deeper research,
the more difficult and more realistic black-box attacks have
become a focus. Black-box attacks can be further divided
into query-based attacks [12] which estimate gradients by
repeatedly calling the interface, and transfer-based attacks
[13] which generate adversarial examples on a source model
and directly transfer them. Compared to query-based attacks,
transfer-based attacks do not need to access the target model
interface frequently and therefore are more flexible and effi-
cient in practical applications.

However, existing transferable adversarial attacks are de-
veloped mainly on one- [14] [15] or three-band [16] [17]
natural images and are not well suited for HSIs. Moreover,
HSIs usually contain hundreds of narrow bands, and spectral
redundancy and high correlation greatly increase gradient
noise. Therefore, traditional transfer strategies show a sharply
reduced success rate on black-box models [18]. Furthermore,
the discriminative spectra that different HSI classification
models focus on are not the same [19]. In such a “spectral-
attention misalignment” situation, perturbations that mainly
follow the spectral focus of the source model often fail to
activate discriminative features in the target model, which
causes cross-model transfer failure. Meanwhile, HSI classifi-
cation models based on convolutional neural networks (CNNs)
and Transformer architectures rely heavily on spatial context,
untreated high-frequency pixel-level perturbations appear as
discrete speckles in space, and can be easily suppressed by
image preprocessing technologies, such as spectral filtering
and spatial resizing. Perturbations that lack spatial coherence
not only have difficulty maintaining a stable gradient direction
in the source model, but also cannot resist the translation and
cropping differences of receptive fields in the target model.

To address the aforementioned challenges in transferable
adversarial attacks on HSI classification, we propose a novel
method called Spatial-Spectral Joint Smoothing attack (SSJS),
which achieves highly transferable attacks by enhancing
smoothness of adversarial perturbations in spectral and spatial
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Fig. 1. Transferability comparison of adversarial examples generated by
the proposed SSJS and the baseline TI-FGSM on the Indian Pines dataset.
Both methods perturb a benign HSI based on the source model SSFTT.
The SSJS example achieves higher PSNR (Peak Signal-to-Noise Ratio) and
SSIM (Structural Similarity Index Measure), indicating better visual fidelity,
while also successfully misleading the black-box classifier. In contrast, the
perturbation crafted by TI-FGSM fails to achieve a transferable attack. The
spectral perturbation profiles show that SSJS yields smooth perturbations
across bands, whereas TI-FGSM produces noisy fluctuations, explaining the
superior transferability of SSJS.

dimensions. Unlike traditional adversarial attack methods,
SSJS first aggregates gradients computed under an ensem-
ble of random masks at each iteration to suppress source-
model–specific noise and to emphasize vulnerabilities that
are common across models. The aggregated gradient is then
processed by two complementary smoothing branches: a trans-
lationally invariant 2-D Gaussian convolution in the spatial
domain to enforce spatial coherence, and a multiscale Gaussian
smoothing across spectral bands with normalized scale weights
to maintain perturbation stability under slight wavelength
shifts. The fused gradients generate smoothed perturbations
that alleviate overfitting to the source model and reduce sensi-
tivity to discriminative patterns across different classification
models, which enhances the transferability of HSI adver-
sarial examples and improves robustness to preprocessing-
based defenses. As illustrated in Fig. 1, compared to the
state-of-the-art adversarial attack method TI-FGSM [20], the
perturbations generated by our proposed SSJS approach are
smoother, less perceptible to the human eye, and exhibit
greater consistency and coherence. Compared with existing
methods, our approach considers perturbation smoothness in
both spectral and spatial dimensions, which more effectively
improves attack transferability and provides stronger resistance
to image preprocessing-based defenses.

The main contributions are summarized as follows.

1) We propose a novel transferable adversarial attack
method for HSI classification, named SSJS. It exhibits
both spectral translation invariance and spatial coher-
ence, which improves cross-model transferability.

2) Since SSJS relies only on input-layer gradients, it can be

seamlessly embedded into any existing gradient-based
attack framework, promoting the effect of transfer attack.

3) We conduct evaluation experiments on three public
hyperspectral datasets and six HSI classification models.
SSJS increases the black-box attack success rate by 2%–
7% on average compared with the best-performing base-
lines. Ablation experiments and visualization analysis
further verify the effectiveness of each module.

The remainder of this paper is organized as follows. Section
II reviews related works relevant to this study. Section III
provides a detailed explanation of the proposed adversarial
attack methodology. Section IV describes the experiment setup
and summarizes the experimental results. Section V concludes
this study.

II. PRELIMINARIES AND RELATED WORKS

A. HSI Classification Based on Deep Learning
Unlike traditional machine learning methods that require

handcrafted features, DNNs can directly learn spectral–spatial
representations from labeled HSI data, making it a major
research focus. Early studies mainly employed CNNs. For
example, Makantasis et al. [21] encoded spatial and spectral
information using a CNN with an MLP classifier, while
Zhang et al. [22] proposed a multidimensional CNN for
automatic multi-level feature extraction. However, the fixed
local receptive field of convolution kernels is difficult to
capture long-range correlations across pixels and bands, and
deeper networks easily suffer from gradient vanishing and
parameter inflation. To overcome these limitations, researchers
have recently introduced the self-attention mechanism into the
HSI field and built a series of Transformer-based classification
models: the spatial-pooling Transformer of Ma et al. [23],
the memory-enhanced Transformer of Sun et al. [24], the
lightweight GSCViT of Zhao et al. [25], and the multi-scale
cascaded Transformer of Shi et al. [26]. These models rely
on global self-attention to dynamically model long-distance
spectral–spatial dependencies, and they significantly surpass
CNN baselines on public datasets. In this study, we select six
representative HSI classification models to evaluate the cross-
model transferability of the proposed SSJS attack.

B. Adversarial Attacks
Adversarial attacks aim to expose and exploit the vulner-

ability of learned classifiers under deliberately crafted input
perturbations. Let x be a benign example with a true label
y, and f(x; �) the classifier with parameters � that outputs
the prediction result. The goal of adversarial attack is to
generate an adversarial example: xadv = x + � by adding
imperceptible noise such that the model is vulnerable, i:e:,
f(xadv; �) 6= y. Generally, the noise � is regularized by an ‘p-
norm. Then, crafting an adversarial example can be formulated
as an optimization problem in the following manner:

arg max
xadv

J
�
xadv; y; �

�
s.t.



xadv � x


p
� � (1)

where J
�
�; �) is used as the cross-entropy loss to measure the

distance between the predicted label and the true label, and p
is set to 1 in this work.
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Numerous adversarial attack methods have been proposed in
recent years, including gradient-based methods [14] [27] [16]
[28], optimization-based methods [17], score-based methods
[12] [29], and decision-based methods [30] [31]. Among them,
gradient-based methods are the most representative and we
provide a brief overview as follows.

1) Fast Gradient Sign Method (FGSM) [14]: FGSM is the
first gradient-based attack that crafts an adversarial example
xadv by maximizing the loss function J

�
xadv; y; �

�
with a

one-step update:

xadv = x+ � � sign
�
rxJ(x; y; �)

�
(2)

where rxJ(x; y; �) is the gradient of loss function w.r.t. x
and sign(�) denotes the sign function.

2) Iterative Fast Gradient Sign Method (I-FGSM) [28]:
I-FGSM extends FGSM to an iterative version with a small
step size �:

xadvt+1 = xadvt + � � sign(rxadv
t
J(xadvt ; y; �))

xadv0 = x
(3)

3) Momentum Iterative Fast Gradient Sign Method (MI-
FGSM) [27]: MI-FGSM integrates the momentum into I-
FGSM and achieves much higher transferability:

gt+1 = � � gt +
rxadv

t
J(xadvt ; y; �)

krxadv
t
J(xadvt ; y; �)k1

xadvt+1 = xadvt + � � sign(gt+1)

(4)

where g0 = 0 and � is the decay factor.
However, unlike natural images, HSIs pose additional chal-

lenges due to their long spectral dimension and spectral-
spatial dependency, requiring perturbations to maintain both
spectral smoothness and spatial coherence for cross-model
transferability. In this work, we focus on attack transferability
on HSIs.

C. Adversarial Attacks and Defense in Remote Sensing

In recent years, the study of adversarial examples has
expanded from natural scenes to remote sensing (RS) images.
Chen et al. [32] demonstrated the vulnerability of CNN-based
RS classifiers using classical attack methods, while Li et
al. [33] and Du et al. [34] investigated adversarial sensitivity
in SAR image classification and recognition. Shi et al. [35]
further exploited weaknesses of multi-modal RS classifiers
through a collaborative attack network. However, most exist-
ing methods focus on global perturbations, which are easily
mitigated by image preprocessing defenses.

For HSIs, research on adversarial attacks and defenses has
only just begun. Liu et al. [36] proposed a local pixel-level
attack to balance effectiveness and efficiency. On the defense
side, Shi et al. [37] introduced an attention-based decomposi-
tion framework, and Xu et al. [38], [39] improved robustness
by exploiting global context and spatial–spectral self-attention.
Nevertheless, these methods require access to the target model
or internal features, which limits their applicability in black-
box settings. To date, research on black-box transfer attacks
for HSIs remains limited, with representative efforts by Shi et

Fig. 2. Pearson correlations between spectral importance maps of different
HSI classifiers.

al. [19] and Liu et al. [18]. Overall, research on improving
the transferability of adversarial attacks in HSI classification
remains limited, and we consider this to be a worthwhile
research direction.

III. METHODOLOGY

In this section, we first clarify the motivation behind the pro-
posed approach and then detail its core components. Finally,
we illustrate the attack process with an integrated spectral-
spatial pipeline.

A. Motivation

Let fs(x; �s) denote the source model accessible to the
attacker, and ft(x; �t) denote the unknown target model, where
both models share the input space X and the output space Y .
Given an input sample x 2 X with a ground-truth label y 2 Y ,
the attacker first generates an adversarial example xadv on the
source model, subject to the constraint kxadv � xkp � �. If
the adversarial example simultaneously satisfies the following
conditions:

fs(x
adv; �s) 6= y and ft(x

adv; �t) 6= y (5)

then xadv is called a transferable adversarial example, and the
corresponding attack is referred to as a transfer attack.

Existing studies on transferable adversarial attacks tend to
neglect two key properties of HSIs. First, different from RGB
images, HSIs exhibit high-dimensional and redundant spectral
characteristics, leading different classification models to em-
phasize different discriminative spectral bands. As shown in
Fig. 2, the generally low inter-model correlations of spectral at-
tention distributions indicate substantial misalignment, which
can hinder the transferability of adversarial perturbations.
Second, modern convolutional and transformer architectures
rely heavily on spatial context; adversarial perturbations that
lack spatial coherence can therefore be readily suppressed by
rudimentary filtering or super-pixel smoothing.

To address these challenges, We propose a joint spatial-
spectral attack called SSJS, as shown in Fig. 3. The method
uses gradient aggregation with random masking to reduce
model-specific noise and improve generalization. It applies
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Fig. 3. Overview of the proposed hyperspectral adversarial attack framework, which incorporates random masking & gradient aggregation, spatial gradient
smoothing, and multi-scale spectral gradient smoothing to generate transferable adversarial examples.

Gaussian smoothing in the spatial domain to enforce spa-
tial consistency. It also applies multi-scale smoothing in the
spectral domain to reduce band misalignment and model
dependence. By combining spatial and spectral processing,
SSJS generates perturbations that are spatially consistent and
spectrally adaptive, which improves transferability across dif-
ferent HSI classi�ers.

B. Random Masking & Gradient Aggregation (RM&GA)

To alleviate the over�tting of adversarial attacks to the
source-model gradients and to improve the transferability of
adversarial examples, following the idea of FIA [40], multiple
randomly masked versions of the current adversarial exam-
ple are constructed, and the gradients from these variants
are aggregated to obtain a more robust update direction in
each iteration. This operation acts as a denoising process,
since model-speci�c noisy gradients tend to cancel out during
aggregation, while stable, semantically relevant gradients are
reinforced. As a result, the aggregated gradient better captures
transferable feature importance across models.

More concretely, we apply a random mask to the adversarial
examplexadv as

xmask = M pd � xadv (6)

wherepd is a drop probability andM pd is an independently
sampled Bernoulli mask that has the same shape asxadv , and
� denotes the Hadamard product.

For thenth masked samplexmask
n , we calculate its corre-

sponding model lossL
�
f

�
xmask

n ); y
�

and backpropagate to
obtain the gradient. Therefore, the aggregate gradient can be
expressed as

Gagg =
1
N

NX

n =1

r x L
�
f

�
xmask

n ); y
�

(7)

whereN denotes the number of masked samples.
The aggregated gradientGagg replaces the single-sample

gradient and reduces model bias. In SSJS, it is used as
the initial gradient and is re�ned by spatial smoothing and
multi-scale spectral smoothing to obtain perturbations that are
spatially consistent and spectrally adaptive.

C. Spatial and Spectral Smoothing

In the natural image domain, translation-invariant (TI) at-
tacks [20] enhance the spatial smoothness and translation
robustness of adversarial perturbations by convolving the
gradient with a Gaussian kernel. Inspired by this idea, we
design a dual-domain smoothing strategy to guarantee that the
generated perturbations remain effective in both spectral and
spatial dimensions.

1) Spatial Gradient Smoothing (SGS):In the spatial do-
main, local regions of HSIs generally exhibit structural con-
sistency. Directly using raw gradients may cause noisy per-
turbations lacking spatial coherence, which could be easily
mitigated by spatial resizing or denoising. To mitigate this,
we convolve the aggregated gradientGagg of the adversarial
sample with the separable 2-D kernelK � to obtain the
smoothed gradient:

~Gspa = K � � Gagg (8)

where� denotes convolution and the separable 2-D Gaussian
kernel is de�ned as

K � (i; j ) =
1

2�� 2 � exp
�

�
i 2 + j 2

2� 2

�
(9)

Here,� denotes the standard deviation andi; j 2 [� k � 1
2 ; k � 1

2 ]
denotes the kernel index offsets, wherek denotes the kernel
size.
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By applying the 2-D Gaussian kernel along the spatial
dimensions of the gradient, the gradient energy diffuses to
neighboring pixels, producing a smoother adversarial pertur-
bation.

2) Multi-Scale Spectral Gradient Smoothing (MS-SGS):
Unlike natural images, HSIs contain dense spectral signatures
that are highly correlated across contiguous bands. To alleviate
spectral-band misalignment and capture cross-band dependen-
cies, we further apply Gaussian smoothing along the spectral
dimension. Given a set of 1-D Gaussian kernelsf K (s)

� gS
s=1

with different receptive �elds and normalized weightsf wsg
(satisfying

P S
s=1 ws = 1 ), the spectral-smoothed gradient is

formulated as

~Gspe =
SX

s=1

ws �
�

K (s)
� � Gagg

�
(10)

This multi-scale formulation captures both �ne-grained and
broad-band spectral variations, ensuring that the perturbations
remain spectrally adaptive and less sensitive to model-speci�c
preprocessing pipelines.

3) Gradient Fusion: Finally, the spatially smoothed gra-
dient ~Gspa and the spectrally smoothed gradient~Gspe are
linearly fused to obtain the �nal update direction:

~G = � � ~Gspa + (1 � � ) � ~Gspe (11)

where � 2 [0; 1] balances the contributions from spatial and
spectral components. This weighted fusion leverages com-
plementary cues: spatial smoothing preserves local structural
coherence, while spectral smoothing enforces band-wise con-
sistency, yielding perturbations that are both spatially coherent
and spectrally stable.

D. Attack Algorithms

Since the proposed SSJS relies only on the input-level
gradients back-propagated from the source model, it can be
integrated into any gradient-based adversarial attack method to
perform transferable attacks. Furthermore, SSJS is inherently
architecture-agnostic. As it operates independently of model-
speci�c intermediate features or architectural assumptions,
the proposed strategy generalizes well across different HSI
classi�ers, including CNNs, Vision Transformer-based models,
and encoder–decoder frameworks. To illustrate the work�ow
of transferable adversarial attack, we choose MI-FGSM [27] as
the baseline optimizer and integrate it into our spatial-spectral
perturbation generation framework, since its momentum mech-
anism stabilizes iterative updates and enhances transferability.
The complete SSJS procedure as shown in Algorithm 1. We
de�ne the clean input sample asx 2 RC � H � W with label y,
where C, H, and W represent the number of spectral bands,
image height, and image width, respectively. At each iteration
t = 1 ; : : : ; T , N independent Bernoulli masksf M n gN

n =1
are generated on the current adversarial examplexadv

t � 1. Then,
the corresponding gradients are computed, and the aggregate
gradientGagg

t � 1 is obtained according to Eq. 7, which reduces
model-speci�c noise and strengthens semantic consistency.
Next, the aggregated gradientGagg

t � 1 is smoothed in both spatial
and spectral domains. Spatial gradient smoothing is applied as

in Eq. 8, while multi-scale spectral smoothing is performed
as in Eq. 10. The two smoothed gradients are combined by
gradient fusion (Eq. 11) to produce the �nal update direction

~Gt � 1. This operation avoids the defect of translation variance
and weakens the inhibitory effect of defensive smoothing pre-
processing. Finally, the smoothed gradient~Gt � 1 is normalized
by theL 1 norm and accumulated into the momentum vector.
The perturbation is generated and the adversarial sample is
obtained by

gt = � � gt � 1 +
~Gt � 1

k ~Gt � 1k1

xadv
t = Clip x;�

�
xadv

t � 1 + � � sign(gt )
�

(12)

where� 2 [0; 1] is the momentum factor,� is the step size,
gt denotes the momentum-based gradient accumulation, and
Clip x;� (�) projects the perturbation into the valid� -ball under
the `p-norm constraint.

Algorithm 1: Spatial-Spectral Joint Smoothing attack
(SSJS)
Input : clean HSI examplex, label y; source model

f ; perturbation budget� , iterationsT; step
size � = �=T ; momentum factor� ; mask
numberN , drop probabilitypd; spatial
Gaussian kernelK � of sizek � k; spectral
kernel sizesf sgS

s=1 , and weightsf wsgS
s=1

with
P S

s=1 ws = 1 ; fusion weight� 2 [0; 1].
Output: Adversarial examplexadv .

1 Initialize g0 = 0 , xadv
0 = x

2 for t = 1 to T do
// Gradient aggregation over random

masks
3 Gagg

t � 1  0
4 for n = 1 to N do
5 M n � Bernoulli(1 � pd) (same shape asx)
6 Gn = r x L (f (M n � xadv

t � 1); y)
7 Gagg

t � 1  Gagg
t � 1 + Gn

8 end
9 Gagg

t � 1  Gagg
t � 1=N

// Spatial gradient smoothing
10 eGspa

t � 1  K � � Gagg
t � 1

// Multi-scale spectral gradient
smoothing

11 for s = 1 to S do
12 Gspe

s  K (s)
� � Gagg

t � 1
13 end
14 eGspe

t � 1  
P S

s=1 wsGspe
s

// Gradient fusion
15 eGt � 1  � � eGspa

t � 1 + (1 � � ) � eGspe
t � 1

// momentum update

16 gt = � � gt � 1 +
~G t � 1

k ~G t � 1 k1

// update HSI adversarial example
17 xadv

t = Clip x;"

�
xadv

t � 1 + � � sign(gt )
�

18 end
19 return xadv = xadv

T
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