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Abstract—In some real-world applications, data samples are
usually distributed on local devices, where federated learning (FL)
techniques are proposed to coordinate decentralized clients without
directly sharing users’ private data. FL. commonly follows the pa-
rameter server architecture and contains multiple personalization
and aggregation procedures. The natural data heterogeneity across
clients, i.e., Non-LL.D. data, challenges both the aggregation and
personalization goals in FL. In this paper, we focus on a special
kind of Non-1.1.D. scene where clients own incomplete classes, i.e.,
each client can only access a partial set of the whole class set. The
server aims to aggregate a complete classification model that could
generalize to all classes, while the clients are inclined to improve
the performance of distinguishing their observed classes. For better
model aggregation, we point out that the standard softmax will
encounter several problems caused by missing classes and propose
“restricted softmax” as an alternative. For better model personal-
ization, we point out that the hard-won personalized models are not
well exploited and propose “inherited private model” to store the
personalization experience. Our proposed algorithm named MAP
could simultaneously achieve the aggregation and personalization
goals in FL. Abundant experimental studies verify the superiorities
of our algorithm.

Index Terms—Federated learning, non-I.I.D. data, label dis-
tribution shift, aggregation, personalization, incomplete classes,
restricted softmax, inherited private model.

I. INTRODUCTION

LTHOUGH deep learning has experienced great success
A in many fields [1], [2], a data center training paradigm
is usually required. Due to data privacy or transmission cost,
data from individual participants can not be located on the same
device in some real-world applications [3]. Standard distributed
optimization [4], [5] provides solutions to distributed training
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with Big Data or huge models, while federated learning (FL) [6],
[71,181, 9], [10], [11], [12] is tailored for data privacy protection
and efficient distributed training. Like most distributed optimiza-
tion algorithms, FL is commonly organized in the parameter
server architecture [4] where a server coordinates amounts of
clients to accomplish the model training process. Specifically,
FL takes multiple rounds of local personalization and global
aggregation procedures [7] to coordinate isolated clients. During
the local personalization procedure, a subset of clients download
the global model from the central server and update it on their
local private data. During the global aggregation procedure,
the central server receives clients’ model parameters and up-
dates the global model. These two procedures are iterated until
convergence. In the whole process, only model parameters are
transmitted among clients and the server, which brings basic
privacy protection for participating users. Additionally, clients
often undertake more computation steps during local personal-
ization procedures, e.g., epochs of training on local data, making
decentralized training more communication efficient. Due to
these advantages, FL has been successfully applied to computer
vision [13], [14], natural language processing [15], [16], speech
analysis [17], etc.

The server and clients in FL have different goals. The server
aims to aggregate a single global model that could generalize
well to forthcoming data, while clients participate in FL. with
the purpose of enhancing the local model performance on their
own private data. To be brief, the server wants to obtain a single
global model that performs well on the global data distribution,
while clients want to obtain personalized models that perform
well on their local data distributions. The Non-L.I.D. data across
clients [6], [7], [18] hinders both the global aggregation and
local personalization goals in FL. On the one hand, the local
training procedure will diverge a lot from the global target
due to the discrepancy between the local and global data dis-
tribution, leading to the weight divergence phenomenon that
degrades the aggregation performance [19]. On the other hand,
the globally aggregated model may be a compromise among
clients, which performs worse than the locally trained model
on a specific client’s data and dispels the client’s incentive
to participate in FL [20]. The stronger the heterogeneity of
the local data distributions, the harder it is to simultaneously
obtain a satisfied global model and local personalized mod-
els. Hence, it is necessary to design effective strategies for
both aggregation and personalization goals under Non-L.I.D.
scenes.
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In this paper, we study a special kind of Non-L.LD. scene
where clients own incomplete classes. Specifically, the server is
targeted to classify a set of classes, while clients only observe
a partial set of these classes. This scene is an extreme case
of the label distribution skew [21], [22], [23], [24] in FL that
certain classes are not presented in some clients’ data currently
or even in the future. Hence, the server’s goal is to obtain a model
that could distinguish all classes well, while clients only aim to
obtain personalized models that perform well on their observed
classes. For example, in photo classification, the server needs
to recognize many types of photos, while a specific terminal
device only needs to recognize partial classes [25]; in service
awareness application, the server needs to build a model to
identify the byte stream of multiple APP types, while a user
may not have downloaded some APPs and does not need to
identify them [26]; in disease prediction, the server needs to
obtain a model to recognize disease types as more as possible,
while a specialized hospital only needs to recognize a fraction of
disease types. The illustrations of the scene and goals are shown
in Fig. 1. Our motivation is to achieve both aggregation and
personalization goals in the FL scene with incomplete classes.
Fortunately, the author’s two previous works, i.e., FedRS [26]
and FedPHP [27], can be seamlessly combined to achieve both
goals.

FedRS [26] is proposed for better model aggregation, which
in-depth analyzes and improves the classification layer of a
neural network. Existing studies show that the topmost layer
is more task-specific than bottom layers [28]. Faced with label
distribution skew, the commonly utilized softmax operation for
classification [29] could be more vulnerable. Specifically, we
first analyze and show the inherent pulling and pushing forces
in standard softmax. Then we point out that several properties
will disappear faced with missing classes, making the missing
classes’ proxies become inaccurate during local training proce-
dures of FL. As an alternative, we slightly modify the standard
softmax and introduce ‘“restricted softmax” (RS) to limit the
update of missing classes’ weights for better aggregation.

FedPHP [27] is proposed for better model personalization,
which in-depth analyzes and improves the exploitation of per-
sonalized models. Our significant observation is that the newly
downloaded global model from the server may perform poorly
on clients, while it could become better after adequate person-
alization steps. Inspired by this, we advocate that the hard-won
personalized model in each communication round should be ra-
tionally exploited, while standard FL. methods directly overwrite
the previous personalized models. Specifically, we propose a
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novel concept named “inherited private model” (HPM) for each
local client as a temporal ensembling of its historical person-
alized models and exploit it to supervise the personalization
process in the next global round.

FedRS is designed for model aggregation, while FedPHP is
for model personalization, and neither of them could achieve
aggregation and personalization goals simultaneously. Hence,
we utilize the “RS” in FedRS for better model aggregation
and the “HPM” in FedPHP for better model personalization,
which could simultaneously achieve model aggregation and
personalization goals in FL with incomplete classes. We name
the proposed method MAP and investigate its superiorities via
abundant experimental studies and analysis.

II. RELATED WORKS

FL with Non-1.I.D. Data: Commonly, FL divides the Non-
LLD. scenes into five categories: feature distribution skew, label
distribution skew, concept shift with different features, concept
shift with different labels, and quantity skew. The first two
categories correspond to the covariate shift and label shift in
dataset shift [30]. Label distribution skew is also related to
class imbalanced learning with long tail data [23], [31], [32],
[33] or class incremental learning with new classes [34], [35],
[36]. Label distribution skew in FL refers to that the prior label
distributions P¥(y) may vary a lot across clients, but P¥(x|y)
is the same. The considered scene in this paper is a special
case of label distribution skew in FL, where the prior label
distribution of some clients is extremely imbalanced, i.e., some
classes are missing. Various techniques have been proposed to
solve the Non-L.I.D. challenge in FL. Most of these techniques
improve the aggregation and personalization performances inde-
pendently. One exception is the recently proposed FedROD [37],
which borrows techniques from class-imbalanced learning and
private-shared models for both aggregation and personalization
in FL. Different from FedROD, we in-depth analyze the draw-
backs of traditional FL algorithms and propose novel techniques.

Model Aggregation with Non-1.1.D. Data: FedAvg [7] takes
the simplest parameter averaging for model aggregation, whose
performance may degrade under Non-L.I.D. data. The hetero-
geneity of clients’ data distributions could make the local up-
dates too diverged to aggregate, i.e., the phenomenon of weight
divergence [19]. Sharing a small public data set among clients
could benefit model fusion with a slight risk of privacy leak-
age [24], [38], [39], [40]. Utilizing local regularizations [18],
[41], [42] or control variates [43] could restrict the local model
parameters not diverge from the global model too much. De-
signing better optimization strategies could also help aggrega-
tion [44], [45]. Some methods aim to align model parameters
for better aggregation [14], [21], [46]. FedAwS [47] studies the
extreme scene where each client could only access one class.
The author’s previous work, FedRS [26], proposes “RS” to han-
dle the missing classes for better model aggregation. Utilizing
class-imbalanced learning techniques is also a possible solution
for better aggregation [37], [48].

Model Personalization with Non-1.1.D. Data: FedAvg [7]
generates a single global model, which is hard to capture
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heterogeneous local distributions simultaneously [49]. Fine-
tuning the aggregated models is the most direct solution for
personalization [20], [S0]. Some methods resort to multi-task
learning [51] or meta learning [52], [53] for fast local adaptation.
Taking advantage of fully decentralized learning [54] or private-
shared models [37], [55], [56], [57] are also solutions for better
personalization. The author’s previous work, FedPHP [27], pro-
poses “HPM” to store the historical personalization experience
for better model personalization. A previous work [9] empiri-
cally studies how to design appropriate shared-private network
architectures for aggregation and personalization. The recent
work [58] presents a unique taxonomy of personalized federated
learning techniques.

III. BACKGROUND AND ISSUES TO SOLVE
A. Basic Procedure of FL

In standard FL systems, e.g., FedAvg [7], we have K dis-
tributed clients and a global parameter server. Each client could
be an organization, an individual user, or a terminal device, etc.
The kth client has a local data distribution DX = P¥(x, y), and
Dk could differ from other clients’ distributions a lot, where
k K={1,2,...,K}. For the kth client, its optimization
target is

L{CSHIS BT (1
k

L( k) = E(Xk’yk) Dk

where F(+; K) is the prediction function with parameters

(¢, *) is the loss function, which is usually the cross-entropy loss
for classification tasks. FedAvg takes the following optimization
target:

K
L( ) = Pk E(Xk,yk) Dk f(xk; )l yk ’ (2)
k=1
where py denotes the weight of the kth client, which satisfies
I, Pk = 1. We denote  as the global parameters on the
server,and X as the parameters on the Kth client. The optimiza-
tion target in (2) can be solved by rounds of local personalization
and global aggregation procedures. During the local procedure
in tth round, where t  {1,2,...,T}, a subset of clients Sy is
selected, and the selected clients download the global model,
i.e., {‘ t. Then, the kth client samples data batches from
its training data and updates [ via the corresponding empirical
loss of (1). The updated parameters, denoted as {‘, will be
uploaded to the server. During the aggregation procedure, the
server averages the global model via t+1 K Se |S71t| .
These two procedures will repeat T communication rounds until
the convergence.

B. FL Scene With Incomplete Classes
The considered FL scene with incomplete classes is an ex-
treme case of label disribution skew in FL. Suppose the kth
Kk
client owns a training set DX = {(x¥,y<)}Nr DK with NX
k
samples, and a test set DX = {(x}‘,y}‘)}}\lgl DK with NX
samples. According to the assumption of label distribution skew
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in FL, only the prior class distribution PX(y) varies across
clients, while PX(x|y) keeps the same. To be an extreme case,
we assume that PX(y = ¢) = 0 holds for some certain classes
¢ C=4{1,2,...,C}. C is the number of classes. That is, the
kth client’s data could only come from an incomplete class
set, i.e., yK and yj'-‘ is only from OK C. OK denotes the
observed class set of the Kth client. Similarly, the missing class
set is denoted as M* = C \ OK. Note that the kth client actu-
ally does a |OK|-class classification problem. We also assume

IK_,OK =C, which means that the server aims to obtain a
complete classification model that distinguishes samples from
C, i.e., a C-class classification model. Hence, to evaluate the
aggregated global model, the server owns a global test set
denoted as Dy = {(Xi, yi)}!\':'e1 with N samples, wherey; C
and follows a uniform distribution. The scene is illustrated in
Fig. 1.

C. Goals of Aggregation and Personalization

The server aims to obtain a single global model that minimizes
(2),1.e.,a C-class classification model. The kth client is inclined
to obtain a well-performed model that could minimize the (1) on
its own data distribution, i.e., a |Ok|-class classification model.
We formally present the goals and corresponding metrics of
aggregation and personalization as follows:

Definition 1 (Goal of Aggregation in FL): The parameter
server calculates the classification accuracy of the aggregated
model on the global test set Dy in each communication round
to evaluate the aggregation performance.

Definition 2 (Goal of Personalization in FL): The Kth client
calculates the performance of the personalized model on the
local test set DX in each communication round. The average
accuracy across selected clients evaluates the personalization
performance.

During each communication round, we distinguish the model
before and after personalization as the newly-downloaded global
model and the personalized model, respectively. Notably, we
calculate the personalization performance with the personalized
model rather than the newly-downloaded model.

We can find that the goal of aggregation emphasizes the
globally aggregated model’s ability, which is expected to work
well universally for existing clients or novel clients. However,
the goal of personalization emphasizes the personalized model’s
ability, which reflects the original incentive for clients to partici-
pate in FL. Due to the Non-L.I.D. challenge, it is hard to generate
a well-performed aggregated model [19]. Even we can obtain
such a global model, it could still perform poorly on clients, and
delicate personalization methods should be further utilized for
better adaptation [49], [59]. Hence, we should design an effective
FL method that could simultaneously improve both aggregation
and personalization performances.

IV. PROPOSED METHODS

This section will introduce the proposed “RS” for model
aggregation, the “HPM” for model personalization, and the
proposed method MAP.
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[ (A) Softmax Classification_| (B) Softmax Classification with Missing Classes |
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Fig. 2. Properties of softmax, i.e., (5), (6) and (7).

A. Restricted Softmax for Model Aggregation

1) Softmax Properties: Assume we have a training set
{(xi,yi)}L, with N samples, where y; C =4{1,2,...,C}.
Deep networks contain the feature extractor F (*) with param-
eters and the last classification layer with weights {wc}$;
(we omit the bias for simplification). The whole parameter set is
denoted as = (,{wc}S;). Without additional declaration,
we refer to the last classification layer as the classifier. We
denote hj = F (X;) RY as the extracted feature vector of the
ith sample. We refer to the classification weights {w¢}<; as
proxies. For the cth proxy W, we denote the features from the cth
class and other classes as positive features and negative features
respectively.

The commonly utilized softmax operation and cross-entropy
loss are

C

Pic = exp(wg hi) exp(wj hi) (3)
j=1
N C

1{yi = c}log pi., (4)

i=1c=1

where 1{*} is the indication function. The update of w via
gradient descent could be divided into pulling and pushing forces

N N
We = W¢ + (1 pic)hi pichi, (5)
i=l,yi=c i:1,yi=c
pulling pushing
where is the learning rate. Hence, we can obtain the following
properties:

Property 1 (Properties of Softmax): Classification with soft-
max has the following properties: (1) pulling proxies closer
to positive features; (2) pushing proxies away from negative
features.

The properties are illustrated in Fig. 2(A), where a demo with
three classes is shown. We only show the properties of updating
proxy Ws. The data region X; contains positive features, while
X5 and X3 contain negative features. Hence, wj is pulled closer
to X1 and pushed away from X, X3 simultaneously.

2) Softmax With Missing Classes: The above shows the soft-
max classification with complete classes. In the considered FL
scene, the clients only observe a partial set of classes. We
in-depth analyze the local update of the proxies with missing
classes. We still denote the training set as {(Xi, Yi)}\;, while
yi is only from O C. The missing class set is denoted as
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Fig. 3.  Model aggregation and personalization challenges caused by incom-
plete classes.

M = C\ O. Then, the (5) can be adapted. Forc M

N N
We = W + (1 pic)hi pichi. (6)
i=1lyi=c i=1lyi=c
=0 only pushing exists

This shows that due to lacking corresponding training sam-
ples, the pulling force of proxy w¢,¢ M is missing, and
the proxy is only pushed away from negative features. This
phenomenon is illustrated in the left part of Fig. 3(B), where
WS> is the proxy of the missing class and the gray arc implies the
pulling property is missing.

For the observed class ¢ O, we have the update of w

N N
We = W + 1 pic)hi Pi.chi, (7
i=l,yi=c i=lyi=c
pulling (IO] 1) classes

where we can find that the pushing force becomes weaker due
to that the negative features only come from |O| 1 classes.
This is illustrated in the right part of Fig. 3(B), where the
negative feature region X, does not exist and only X3 exists
when updating the proxy Wi.

Obviously, this update process could diverge from the oracle
proxies a lot, and it could become less and less accurate with
more training steps. When diverged from the oracle ones, the
obtained proxies will be harder to aggregate. We will detail on
this in the following sections. We conclude the above analysis
as a problem of softmax with missing classes:

Property 2 (Problem of Softmax with Missing Classes). With
missing class set M, the softmax classification has following
problems: (1) the proxies of missing classes, i.e., {Wc}c M.
are only pushed away from negative features, becoming more
and more inaccurate; (2) the proxies of observed classes, i.e.,
{Wc}c o, are only pushed away from |O| 1 negative feature
regions.

3) Restricted Softmax: As introduced in Sections III-A
and III-B, the selected clients will update the downloaded global
model for multiple local epochs. The downloaded global model
contains the full set of proxies {W¢}S_;, while the kth client
only observes a partial set (i.e., OX) of the whole class set.
This local training procedure with missing classes could cause
several problems listed in Property 2. That is, the missing
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classes’ proxies will become inaccurate, making the models
hard to aggregate. As illustrated in the upload stage in Fig. 3,
the server aims to build a 5-class classification model while the
two clients only observe 3 and 2 classes respectively. After the
tth personalization procedure, proxies W4, Ws on client A, and
W1, Wy, W3 on client B could become inaccurate, leading to a
poor aggregation on the server, e.g., proxies Wy, W3, Wa, Ws
diverge from their feature regions a lot. FL algorithms usually
need amounts of communication rounds to converge. Hence,
the error accumulation will become more serious, leading to an
unstable training process and poor aggregation performances.

To solve the problems caused by softmax, we advocate that
the update of missing classes’ proxies, i.e., {WX}. ., should
be restricted. An easy way to implement this is adding “scaling
factors” to softmax operation, i.e.,

C
exp( }‘W}‘T h¥),  ®)
j=1

.
pk. =exp ( EwE h¥)

which is denoted as “restricted softmax” (RS). We set 'é =

I{c O}+ I1{c MK} where [0, 1] is the only hyper-
parameter. This is an asymmetric scaling way that works nor-
mally with K =1 for observed classes while working as a
decaying method with K = for missing classes. Although
it is a simple modification, we in-depth analyze the brought
advantages from several aspects.

Restricting update of missing classes’ proxies: Similar to (6),

we can obtain the gradient update of WX under “RS”
Nk

kK — K k hk

c = We pi,chi ' C))
i=1

restricted

where we can find that the pushing force is restricted with
[0,1]. If we take =0, it degenerates into fixed proxies (if
we do not consider weight decay); if =1, it is just normal
softmax. Overall, the update speed of missing classes’ gradients
isrestricted. We use the “RS” during the local training procedure
and aggregate the model as common FL algorithms, e.g., the
simple parameter averaging in FedAvg.

B. Inherited Private Model for Model Personalization

1) Local Performance Degradation: As the most standard
FL algorithm, FedAvg [7] aims to generate a single global
model, which is hard to capture heterogeneous local distributions
simultaneously. An empirical observation in FedAvg is that the
newly downloaded global model could perform poorly on local
data. As shown in Fig. 3, at the beginning of the (t + 1)th person-
alization procedure, clients A and B first download the globally
aggregated model (i.e., five proxies). Obviously, the downloaded
proxies do not match the feature regions well, e.g., W, and W3
deviate from the regions X5 and X3 significantly on client A.
The newly-downloaded proxies could perform worse than the
personalized models during the tth personalization procedure.
The loss curves in Fig. 3 also disclose this phenomenon. Specifi-
cally, during the personalization stage of the tth communication
round, two clients first finetune the global model  according
to their own data distributions and obtain personalized models
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£, B respectively. During aggregation, the server collects the
personalized models and takes a direct parameter averaging as

t+1 ( £+ B)/2. At the beginning of the next communi-
cation round, the aggregated model ¢+1 may perform worse
than the last personalized models correspondingly, i.e., the local
losses of +1 are higher than { and £. This phenomenon
is named local performance degradation, and it happens once
receiving the newly downloaded model from the server. A
fundamental problem here is that the hard-won personalized
models are directly overwritten by the newly downloaded global
model (i.e., {*, {3 are not stored for better exploitation), and
the clients have to personalize the global model from scratch in
a new round.

2) Inherited Private Model: To solve the local performance
degradation problem, we propose a novel concept named “in-
herited private model” (HPM) to keep the moving average
of historical personalized models in each client and utilize it
to supervise the newly downloaded model in the next round.
Specifically, we use 'p‘ to denote the “HPM” of the Kth client.
At the beginning of the tth personalization procedure, the kth
client downloads the global model: K t and obtain the
personalized model {‘ The specific personalization process

will be introduced later. At the end, we update 1'; via

N (10)
which keeps a moving average of historically personalized mod-
els. ¥ [0,1] is the momentum term for the kth client. When

K =0, the “HPM” only keeps the current personalized model;
when K =1, the “HPM” degenerates into an independent
private model. Because only a fraction of clients is selected in
each round, the update frequency and learning speed of clients
are slightly distinct. Hence, the momentum should be client-
specific and dynamically adjusted. We assign a counter z{¢ as the
number of times that the Kth client has been selected. If kK Sy,
thenzK =zl | + 1. Thenwe linearlyset K= zK/(Q T),
where Q is the client selection ratio, T is the maximum number
of global rounds, and Q T denotes the expected times of being
selected. is the macro momentum that controls the change of

K, and we take = 0.9 in this paper by default. Finally, we
limit ¥ in a range of [0, 1].

Then, we exploit the “HPM” to supervise the personalization
process of the newly downloaded model in the next communi-
cation round. In the first communication round of FL, we do not
apply this process because we have not stored the “HPM”. We
explore two specific forms of knowledge transfer. For a specific
sample XX, we denote the outputs of K and xla(.t as @i and
Op.i> respectively; and their intermediate features as hj and hp,i,
respectively. The outputs are “logits” without softmax, while the
intermediate features are d-dimension vectors extracted by the
feature extractor. We omit the index of K and t for simplification.

First, we could transfer the knowledge contained in the
outputs. The knowledge distillation [60] could be utilized to
enhance the information transfer via

B

£= 20 D@/ )l @/ ),

i=1

Lia (11)
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Fig. 4. Architecture and procedure of the proposed MAP.

where Dy refers to the KL-divergence,
operation, B denotes the batch size, and is the temperature.
We fix = 4.0 which is commonly utilized in knowledge dis-
tillation. We can also transfer the knowledge contained in the
intermediate features. We can take the maximum mean discrep-
ancy (MMD) [61] to align the feature distributions between the
newly-downloaded model and the “HPM”

(*) is the softmax

B B 2

(hp,i) y
i=1 H

(12)

where (*) is a feature map induced by a specific kernel function,
ie., k(hj,hj) = (hi), (hj) . We use multiple Gaussian
kernels with different bandwidths as in [62]. With these types
of knowledge transfer, and combined with (1), the total person-
alization loss is denoted as

I—total {( = (1 )L L(

+ Ly £, (13

where Ly could be Lyg or Lg. Ly and  are hyper-parameters.
The personalized model ,'[‘ could be obtained via several steps
of SGD update as {( {‘ K Lotar ( {‘) is the learning
rate.

3) Theoretical Analysis: We provide a macroscopic analysis
of the advantages of “HPM”. Similar to FedBoost [49], we
utilize the Bregman Divergence Bg as the loss function and
assume that F is strictly convex and Bg is jointly convex.
The loss of the kth client is B (h¥||DK) = F(h¥) F(D%)

F(DX),hk DK | where h¥ is the learned estimator with a
little abuse of notations. The updated “HPM” in the tth round is
actually an interpolation as: h¥,,; = (1 )h{ + h¥,, with

= K. According to the property of Bregman Divergence, the
local loss function is bounded

Be heallD* (1 )Be h{JIDX + Be hiID*
which bounds the personalization error via two components:
Br (h¥||DX) denotes the error of after personalizing h¥, which
can be small with appropriate fine-tuning; B (h;tHDk) denotes
the error of the tth “HPM”, which can be deduced similarly to
the (t 1)th round. To be brief, the macroscopic theoretical
analysis shows that “HPM” is a special kind of private-shared
model that can inherit the historical personalized models’ ability,
leading to smaller personalization errors.
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Algorithm 1: Model Aggregation and Personalization
(MAP).
HyperParameters: Q, T, E, B, in(8); and Ly in (13)
Return: : the final aggregated global model; { KHE ;:
the personalization model for each local client
ServerProcedure:
1: for global roundt =1,2,...,T do

2: St sample max(Q ¢ K, 1) clients
3: fork Sido
4: Kt K+ ClientProcedure(k, ¢)
5: end for
6: t+1 = Kk
° Kk St |St| a,t
7: end for
8: Return: T+1,and K kK]
ClientProcedure(k, ¢):
1: {( t

2: for local epoche =1,2,...,E/2 do

3: for each batch {(X'i‘, yf)}?=1 sampled from Dy do
4:  Update ¥ viathe “RS” (8)

5: end for

6: end for

7: Obtain the model for aggregation: ;If,t t
8: for local epoche = E/2+ 1, E/2+2,...,E do

9: for each batch {(xX, y¥)}E., sampled from Dy do
10: Update {‘ via the softmax and the KD loss (13)
11: end for

12: end for

13: Obtain the personalized model: K K

14: Update the “HPM™: Ky (1 §) £+ ¥ K
15: Adjust ¥ as in Section IV-B

. . k. k
16: Return: [y, [y

K

C. Proposed MAP and Discussions

We propose MAP via seamlessly combining the proposed
“RS” and “HPM” in FL. The illustration is shown in Fig. 4. We
follow the architecture and training paradigm of FedAvg [7].
Different from FedAvg, we take two stages of training in each
personalization procedure. In the first personalization stage, we
utilize “RS” (8) instead of normal softmax to restrict the update
of missing classes’ proxies, and the updated model is sent to
the server for better aggregation. In the second personalization
stage, we switch “RS” to softmax and continue training on the
client’s local data. The personalization is supervised via the
normal training loss and the knowledge distillation loss from
the “HPM” (13). The final personalized model is fused into
the “HPM” via moving average (10). Obviously, the first stage
benefits the model aggregation, and the second stage benefits
the model personalization. That is, the proposed MAP could
simultaneously achieve the model aggregation and personaliza-
tion goals in FL. with incomplete classes. The pseudo-code is
listed in Algorithm 1.

Discussions from several other aspects could also explain the
advantages of the proposed method. Adding scaling factors to
softmax can be seen as applying an effective learning rate of
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Fig.5. Visualization of learned features and proxies with 8, 5, and 2 observed
classes, respectively.

, [0, 1] [63]. “RS” is similar to PC-Softmax [64], which
corrects the problem of imbalanced data from the aspect of
“scores” as P exp(p(y = c)w! h), where we take a smooth
prior distribution p(y =c) I{c O}+ I{c M}. The
moving average in “HPM” is inherently one type of temporal
ensembling [65], which works similarly as the self-ensembling
and mean teacher in [66].

V. EXPERIMENTS

We investigate our methods on several FL. benchmarks con-
structed from FaMnist [67], CIFAR-10/100 [68], and CINIC-
10 [69]. We also explore the FeMnist benchmark recommended
by LEAF [70]. For visualization and analysis, we also utilize
Mnist [71] data.

A. Observations

1) Softmax With Missing Classes: We first verify the Prop-
erty 2 via visualization on Mnist. We slightly modify LeNet [72]
by setting the final hidden dimension as 2 for better visualization.
We select Mnist data from the first 8, 5, and 2 classes, and then
train LeNet on these data correspondingly. We use SGD with
a momentum of 0.9 as the optimizer. The learning rate is 0.01.
The number of training epochs is 50. The results are shown in
Fig. 5. The top/bottom shows the results of LeNet with/without
ReLU activation [ 73] before the final classification layer. Arrows
show the learned proxies and the white ones show proxies of
missing classes. We scale the norm of proxies by 10x for better
visualization. Not so rigorously, the proxies of missing classes
are updated towards the negative direction of existing samples’
center according to (6). First, proxies of missing classes are
sometimes squeezed towards the point of origin. Second, as the
number of missing classes increases, the features of observed
classes become less compact. Regardless of the ReLU activation
function, the missing classes’ proxies tend to be inaccurate and
have a smaller norm.

We also explore the change of proxies during the training pro-
cess. Specifically, we train VGG11 [74] with batch normaliza-
tion [75] on CIFAR-10. We sample the first 8 classes as observed
classes and the other 2 classes as missing ones. We still use SGD
with a momentum of 0.9 as the optimizer. The learning rate is
0.03. The number of training epochs is 50. After each training
epoch, we record some statistics of the proxies including: (1) the
norm of these proxies, i.e., W¢ 2;(2) the norm of these proxies’
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Fig. 6. Change of observed and missing classes’ proxies during training with
incomplete classes.
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Fig. 7. Performance degradation on incomplete classes.

gradient, i.e., wc.L 2, where the gradient is accumulated
across this training epoch; (3) the average distance between
proxies, ie, iio Wi Wj 2/|[OF, i oim Wi

wj /(O] [M[),and ; pp Wi W 2/|M|?, which are
denoted as “O-0O”, “O-M”, and “M-M", respectively. The change
of these statistics is shown in Fig. 6. From this figure, we can ob-
serve that the norm of missing classes’ proxies is slightly smaller
than the observed classes, which agrees with the visualization
result in Fig. 5. Then, the gradient norm of missing classes’
proxies is large in the beginning and becomes nearly zero after
convergence. This implies that the pushing force is stronger at
the beginning, which could make the missing classes’ proxies
lose their effectiveness rapidly. Additionally, as shown in the
right of Fig. 6, the distance between missing classes’ proxies
becomes nearly zero even after only one training epoch. That is,
the missing classes’ proxies will have no distinctness due to the
lack of pulling forces. These experimental observations reveal
the disadvantages of model training with incomplete classes.

2) Performance Degradation on Incomplete Classes: The
above shows that training with incomplete classes could make
the missing classes’ proxies inaccurate rapidly, which challenges
the goal of building a complete classification model. Then, we
want to present that training with all classes’ samples may hurt
the ability to distinguish a definite set of partial classes.

We train VGG16 [74] with batch normalization [75] on
CIFAR-100. CIFAR-100 contains 100 classes and each class has
500 training samples. We aim to compare the models trained
on the whole 100 classes or a partial set of targeted classes.
The number of targeted classes ranges from 10 to 80. Take 80
targeted classes as an example, we first train a model on the 80
classes’ data, i.e., 80 500 samples. Then, we train a model on
all classes with the same number of targeted classes, i.e., using
all 100 500 samples. For ease of description, we denote these
two models M1, M2, respectively. For performance comparison,
we only calculate the model’s test accuracy on targeted classes.
We still train models up to 50 epochs. The optimizer is SGD
with a momentum of 0.9 and the learning rate is 0.03. Fig. 7
shows the results, where the dark bars show the accuracy of
M1, and the light bars show the accuracies of M2. M2 sees the
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